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1 Random Numbers and Monte Carlo

[G&N: 8, NR: 7.0-3, 7.6, 7.8 (only importance sampling in 7.8)]

Monte Carlo calculation is a widely used term that can mean different things. Com-
mon to such calculations is that random numbers are involved.

• Monte Carlo calculation can mean simulation of a process that indeed is stochas-
tic in nature (for example, scattering processes).

• But it can also be a calculation of an integral or a sum, in which the random
numbers serve just as a computational tool. This type of Monte Carlo calcu-
lation is common, for example, in statistical physics, where it can be used to
calculate ensemble averages.

1.1 Monte Carlo Integration and Summation

Example: Monte Carlo calculation of π.

Consider the first quadrant of the unit circle. Its area (= π/4) can be written as

I =

∫

first quadrant

dxdy

Let us see how this integral can be estimated by using random numbers.
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Suppose we have N random points drawn from the uniform distribution on the unit
square. For each point i, we introduce a binary random variable χi such that χi = 1
if point i is in the first quadrant of the unit circle, and χi = 0 otherwise. The mean
of each χi is I, the area of the first quadrant (since the area of the square is 1). It
follows that

1

N

N
∑

i=1

χi =
1

N
{no. of points in the first quadrant} → I N → ∞

which gives us a method for estimating I (and thereby π).

Let us now generalize this by considering

I =

∫

f(x)p(x)dx

where f(x) is an arbitrary function and p(x) is some probability distribution. Assume
that X1, . . . , XN are independent random variables, all with the distribution p(x).
f(X1), . . . , f(XN) are then independent and identically distributed random variables.
This means, according to the central limit theorem, that

IN =
1

N

N
∑

i=1

f(Xi)

is approximately normally distributed for large N , with

• mean 〈IN〉 =

∫

f(x)p(x)dx = I

• variance σ2
N = (〈f(X)2〉 − 〈f(X)〉2)/N → 0 as N → ∞

Hence, IN may be used as an estimator of I for large N . The method can be
immediately generalized to higher dimensions.

2



Sums can be dealt with in a similar way. Consider

S =
∑

i

f(i)p(i)

where f(i) is an arbitrary function and p(i) is some discrete probability distribution.
If I1, . . . , IN are independent random numbers with the distribution p(i), we can
estimate S by using

S ≈ SN =
1

N

N
∑

k=1

f(Ik)

for large N .

1.1.1 Convergence Rate

What about the efficiency of Monte Carlo integration? Let us compare the efficency
of this method in one dimension, D = 1, with that of the Simpson rule.

Consider an integral over an interval of length L, and let Tε denote the amount of
computer time needed to achieve an accuracy of O(ε).

• Simpson’s rule

{

ε ∼ h4 (h step size)
Tε ∝ {no. of function values} ∼ L/h

⇒ Tε ∼ ε−1/4

• Monte Carlo

{

ε ∼ N−1/2 (N no. of points)
Tε ∝ N

⇒ Tε ∼ ε−2

This comparison shows that the convergence of the Monte Carlo method is typically
much slower than that of the Simpson rule for D = 1. The strength of the Monte
Carlo method is its generality. If, for example, D is large or the boundary of the
integration region is complex, there often are few alternatives to Monte Carlo.
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1.1.2 Importance Sampling

A Monte Carlo calculation of a given integral

I =

∫

f(x)dx

may use random numbers drawn from any probability distribution p(x) > 0. In fact,
with X1, . . . , XN drawn from any given p(x) > 0, we may estimate I as

I =

∫

f(x)

p(x)
p(x)dx ≈ Ip

N =
1

N

N
∑

i=1

f(Xi)

p(Xi)

The mean of the estimator Ip
N is, of course, independent of p, 〈Ip

N〉 = I. The variance
〈(Ip

N)2〉 − 〈Ip
N〉2 depends, by contrast, strongly on p. In order to have a reasonable

performance, it is therefore crucial to make a careful choice of p.

In principle, it is known what the optimal choice of p is, namely p(x) ∝ |f(x)| (see
NR 7.8). In practice, this is of little help because finding the proportionality constant
in this relation is as difficult as finding the integral we want to compute. However, it
is often possible to make an educated guess of p that is useful, although not perfect.

Example: The Ising model.

The Ising model is a simple model for ferromagnetism. The system consists of N
binary spin variables σi = ±1 that live on a lattice. In the absence of an external
magnetic field, the energy E of a configuration σ = (σ1, . . . , σN) is given by

E = −J
∑

〈ij〉

σiσj

where the sum runs over all nearest-neighbor pairs on the lattice. The thermodynamic
behavior of the system is governed by the Boltzmann weight

p(σ) ∝ e−E(σ)/kT

where k is Boltzmann’s constant and T the temperature. The average of an observable
O, the total magnetization say, at temperature T is given by

〈O〉 =
∑

σ

O(σ)p(σ) =

∑

σ

O(σ)e−E(σ)/kT

∑

σ

e−E(σ)/kT
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How can we calculate such an average?

• Exactly, by exhaustive enumeration of all possible states? No, because the
number of states, 2N , is too large; already for N = 100 (which is a very small
system), there are 2100 ∼ (103)10 = 1030 possible states.

• “Naive” Monte Carlo? Here, we would draw configurations σ(1), . . . , σ(J) from
the uniform distribution p0(σ) = 1/2N = constant, and estimate

〈O〉 ≈
(

1

J

J
∑

j=1

O(σ(j))e−E(σ(j))/kT

)

×
(

1

J

J
∑

j=1

e−E(σ(j))/kT

)−1

But E is an extensive quantity, which means that there will be huge fluctuations
in e−E/kT . As a result, the variance is very large and the convergence very slow.

• Importance sampling. If instead we draw σ(1), . . . , σ(J) from the Boltzmann
distribution p(σ), then we can use an estimate

〈O〉 ≈ 1

J

J
∑

j=1

O(σ(j))

that does not contain any Boltzmann factor e−E/kT . This is typically an enor-
mous improvement. The next question then is how to generate Boltzmann
distributed configurations. A widely used method for this is the Metropolis
algorithm.

1.2 The Metropolis Algorithm

Consider a system with state or configuration space T , and suppose we want to
sample some distribution p̃(σ), σ ∈ T . For simplicity, we assume T to be discrete (as
in the Ising model).

The Metropolis algorithm can be thought of as a guided random walk in the state
space T ,

σ1 → σ2 → σ3 → . . .

Here, σn denotes the state of the system at “time” n. The guidance is such that the
probability distribution pn of σn approaches p̃ for large n; that is,

lim
n→∞

pn(σ) = p̃(σ) . (1)
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This is meant to hold irrespective of what the initial distribution p1 is.

A fundamental property of the Metropolis algorithm is that pn+1 is entirely deter-
mined by pn; in order to determine pn+1, we do not have to know where the system
was at time n − 1, n − 2, . . .. A stochastic process with this property is called a
Markov chain. For a Markov chain, the time evolution can be described in terms of a
transition matrix W (σ, σ′); W (σ, σ′) being the conditional probability of finding the
system in state σ at time n + 1, given that it was in state σ′ at time n. Another
important property of the Metropolis algorithm is that the transition matrix W (σ, σ′)
does not change with time n.

These two properties imply that the time evolution of pn is given by a simple vector-
matrix equation,

pn+1(σ) =
∑

σ′

W (σ, σ′)pn(σ′) (2)

with a constant (n independent) matrix W .

The key question now is how to ensure that pn → p̃ as n → ∞, equation (1). Useful
information about this can be obtained from the theory for general Markov chains
with constant transition matrices (“stationary” Markov chains). For a general process
of this type, it can be shown that equation (1) does hold independent of the initial
distribution if the following two conditions are met:

1. The distribution p̃ is stationary. This means that pn = p̃ ⇒ pn+1 = p̃. An-
other way to say this is that p̃ should be an eigenvector of the matrix W with
eigenvalue 1; that is,

p̃(σ) =
∑

σ′

W (σ, σ′)p̃(σ′) (for all σ)

2. The process is ergodic. Loosely speaking, this means that each state can be
reached from each other state.

We are not going to prove that these two requirements are sufficient to ensure that
equation (1) holds, but to give an idea of how it works, we will prove two weaker
statements. For this purpose, we need to define the distance between two arbitrary
distributions pa and pb, which can be taken as

‖pa − pb‖ =
∑

σ

|pa(σ) − pb(σ)|

Statement 1: Suppose p̃ is stationary. Then the distance ‖pn − p̃‖ is a non-increasing
function of n.
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Proof: Using equation (2) and that p̃ is stationary, we obtain

‖pn+1 − p̃‖ =
∑

σ

| pn+1(σ) − p̃(σ)|

=
∑

σ

∣

∣

∣

∑

σ′

W (σ, σ′)(pn(σ′) − p̃(σ′))
∣

∣

∣

6
∑

σ

∑

σ′

W (σ, σ′)|pn(σ′) − p̃(σ′)|

= ‖ pn − p̃‖
(

∑

σ

W (σ, σ′) = 1
)

Statement 2: Suppose, in addition to the stationarity of p̃, that W (σ, σ′) > 0 for all
σ, σ′ and that pn 6= p̃. Then the inequality above is strict,

‖ pn+1 − p̃‖ < ‖ pn − p̃‖
Proof: That pn 6= p̃ implies that pn(σ′) − p̃(σ′) takes on both positive and negative
values, since pn and p̃ both are normalized distributions. The same must then be
true for W (σ, σ′)(pn(σ′) − p̃(σ′)), since W (σ, σ′) > 0 for all σ, σ′. From this follows
that the inequality must be strict.

The Metropolis algorithm provides a simple and general way to ensure that condition
1 above is met. This is achieved by designing the basic update of the system in such a
way that detailed balance is fulfilled, a condition that is stronger than the condition 1
above, as will now be described for the Boltzmann distribution. Each Metropolis step
can be divided into two parts: proposing a new state and accepting or rejecting this
proposal (the old state is kept in case of rejection). This means that the transition
probability W (t → t′), for t 6= t′, factorizes into a proposal probability F (t → t′) and
an acceptance probability A(t → t′), 1

W (t → t′) = F (t → t′)A(t → t′) (t 6= t′) . (3)

The acceptance probability A(t → t′) is taken to be

A(t → t′) = min

[

1,
F (t′ → t)pB(t′)

F (t → t′)pB(t)

]

(4)

1For t = t′, one has

W (t → t) = F (t → t) +
∑

t′ 6=t

F (t → t′)[1 − A(t → t′)] .
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(note that A(t → t′) is relevant only if pB(t) > 0 and F (t → t′) > 0). This choice
ensures that detailed balance is fulfilled, that is

W (t → t′)pB(t) = W (t′ → t)pB(t′) for all t, t′ , (5)

which in turn implies that condition 1 above is fulfilled.

So, the choice of A guarantees that condition 1 is met. Whether or not condition 2
is met depends on F and must, by contrast, be checked in each application.

F is usually taken to be symmetric, that is F (t → t′) = F (t′ → t). The acceptance
probability, (4), then takes the form

A(t → t′) = min
(

1, e−(E(t′)−E(t))/T
)

. (6)

Comments

For simplicity, we have here considered discrete systems. The Metropolis algorithm
can be easily applied to continuous systems, too.

The fact that the states generated by the Metropolis algorithm are not independent
makes this method fundamentally different from methods such as the simple trans-
formation and accept/reject methods. Methods like these two are sometimes called
static, and methods like the Metropolis algorithm are then called dynamic.

2 Optimization (minimization/maximization)

[G&N: Appendix B, NR: 9.6, 10.0-1, 10.4-6, 10.9]

Optimization is a wide field. Sometimes there exists a well-established method that
can be used in a black-box manner, but many optimization problems are true chal-
lenges.

Suppose we want to minimize some function f(x) in D dimensions, x ∈ RD. How to
proceed depends on a number of things, such as

• What is the dimensionality D?

• Are there constraints on x?

• Is the problem linear or non-linear?
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• Is f such that minimization is a smooth downhill process, or are there traps in
the form of local minima?

• Do we want the global minimum of f , or is it sufficient to make a local mini-
mization?

• Do we have access to derivatives of f?

In this section, we first look at a simple and general scheme called simulated annealing
that can be tried if the aim is to make a global optimization (section 2.1). We then
discuss a few different methods for local optimization; first, the downhill simplex
method without derivatives (section 2.3), and then the conjugate-gradient and quasi-
Newton methods that do use derivatives (sections 2.4.2 and 2.4.3). We end with a
few words on optimization in the presence of constraints (section 2.5).

But first of all, a general remark on precision. Suppose we want to minimize a function
f(x) (assume, for simplicity, D = 1). A Taylor expansion about the minimum xmin

gives
f(x) ≈ f(xmin) + 1

2
(x − xmin)

2 f ′′(xmin) (x near xmin)

since f ′(xmin) = 0. Near xmin, the roundoff error in f(x) is & ε|f(xmin)|, where ε is
the relative floating-point precision. If now |x−xmin| is so small that |f(x)−f(xmin)|
is comparable to the roundoff error, then we cannot expect to be able to come closer
to xmin, irrespective of what search method we use. This gives an estimate of the
smallest possible error, ∆x, in xmin:

1
2
(∆x)2 f ′′ (xmin) & ε |f (xmin)| ⇒ ∆x &

√
ε

√

2f (xmin)

f ′′ (xmin)

This shows that the error in xmin (& ε1/2) is typically much larger than that in f(xmin)
(& ε).
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2.1 Global Optimization. Simulated annealing.

For functions with many local minima, global minimization is generally very hard,
because the system tends to get trapped in local minima. The simulated-annealing
method is an attempt to circumvent this problem by using Metropolis dynamics. The
function we want to minimize is then thought of as an energy E. With Metropolis
dynamics, steps upwards in E do occur (probability e−∆E/kT ), which is needed in
order for the system to be able to escape from local minima. Note also that the
Boltzmann factor ∝ e−E/kT gives a high statistical weight to low-E states at low
temperature.

In a simulated-annealing run, the “temperature” T serves as a control parameter.
The calculations are started at a high temperature where the mobility of the system
is high. The temperature is then gradually decreased till the system freezes. The
hope is that the final frozen state will be the global energy minimum.

Of course, this will not always be the case, so it is essential to repeat the experiment
for many different initial conditions. A key parameter in the simulations is the rate
of cooling. If the cooling is too rapid, it is likely that the system gets stuck in a local
minimum with non-minimal E.

The simulated-annealing method is young compared to the Metropolis method (pro-
posed in 1983 and 1953, respectively) but has been applied to a wide range of physical
and non-physical problems. Non-physical applications include various combinatorial
optimization problems, such as the traveling salesman problem. In this problem,
there are N cities to be visited, and each city is to be visited precisely once. The task
is to minimize the distance that the salesman has to travel. Solving this problem ex-
actly is possible only for small N , because the number of alternative routes, (N −1)!,
grows rapidly with N . With simulated annealing it becomes possible to study larger
N . A simulated-annealing program for this problem can be found in NR 10.9.

2.2 The HP-model

[G&N 12.1]

A problem that will be investigated in a project is a simple protein model. Proteins are
long chain molecules of around 50 to thousands of monomer units. The monomers are the
20 naturally occurring amino acids. Some of the amino acids are oil-like or hydrophobic
(they tend to cluster together in water), whereas others interact favorably with water and
are hydrophilic. A major class of proteins operate in an aqueous solution and ball up into
very compact configurations, where the core is dominated by hydrophobic amino acids.
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Such proteins are called globular.

Each globular protein has a more or less unique folded structure, which is determined by the
sequence of amino acids. To predict the folded structure given the amino acid sequence is
a very important and still unsolved problem (the “protein folding problem”). The purpose
of simplified models such as the HP model is not to make structure predictions, but rather
to gain insights into the physical principles of folding (compare to the Ising model for
ferromagnetism).

The HP model has only two types of amino acids, hydrophobic (H) and hydrophilic/polar
(P), instead of 20. The chain is modeled as a self-avoiding walk (SAW) on a two-dimensional
square lattice (with lattice spacing 1). The sites of the self-avoiding walk will be denoted
by ~x1, . . . , ~xN (~xi 6= ~xj if i 6= j). Each site represents one amino acid, and the first site is
held fixed at the origin (~x1 = 0).

The energy function (in dimensionless units) is given by

E = −NHH , (7)

where NHH is the number of HH contacts — two amino acids i and j are said to be in
contact if |~xi − ~xj | = 1 and |i − j| 6= 1; that is, if they are nearest neighbors on the lattice
but not along the chain. Configurations with a hydrophobic core tend to have many HH
contacts, so this energy function favors the formation of a hydrophobic core.

The thermodynamic behavior of the model is defined by the Boltzmann distribution

pB(t) =
e−E(t)/T

Z
, (8)

where t denotes configuration, T is the temperature (kB = 1) and the normalization constant
Z (the partition function) is given by

Z =
∑

t∈{SAW}

e−E(t)/T . (9)

The thermodynamic average of an arbitrary quantity O is given by

〈O〉 =
∑

t∈{SAW}

O(t) pB(t) . (10)

The number of SAWs is exponentially large (it scales as qN
effN

γ−1 for large N , where qeff ≈
2.64 is an effective coordination number and γ = 43/32). Because of this rapid growth, it
is impossible calculate the sums in (9) and (10) by exhaustive enumeration of all possible
states, except for very short chains, N ≈ 25 or smaller. Monte Carlo methods make it
possible to study much larger N .
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At high T , all HP sequences show the same behavior; the fluctuations in structure are large
and the average chain size is also large.

At low T , low-energy states play a dominant role and it is important whether the lowest-
lying energy level is degenerate or not, which depends on the HP sequence. It turns out
that around 2% of all possible HP sequences have unique ground states. These sequences
have well-defined structures at low T .

Finding the ground state of a given sequence is a challenge unless the chain is very short.
The main reason for this is that the typical sequence has many different compact low-energy
energy states, and to move from one such state to another, it may be necessary for the
system to visit extended states with high energy — the system must cross energy barriers.
This means that “greedy” minimization methods that always move downwards in energy
tend to fail; they get stuck in local minima. The Monte Carlo-based simulated-annealing
method tries to overcome this problem by allowing steps upward in energy.

Let us now look at Metropolis updates for HP chains. The simplest possibility would be
to move only one site in each step (as suggested by G&N). However, this update is not
ergodic; there exist states that the system cannot move to or from with such an update.
An example of such a “frozen” state can be found in Figure 1.

More generally, it can be shown that any algorithm that is local (that is, works with a
limited number of adjacent sites) becomes non-ergodic for sufficiently large N .

2.2.1 The pivot algorithm

The pivot algorithm is non-local and consists of the following steps:

1. Select a random pivot point k ∈ {1, . . . , N − 1}. The probabilities of different k are
usually taken to be equal, but this is not necessary.

2. Select a random rotation or reflection, g. On the square lattice, there are seven
possibilities:

• Three rotations, ±90◦ and 180◦.

• Two axis reflections and two diagonal reflections.

The probabilities of these different alternatives are denoted by pg.

3. Apply g, with ~xk as the “origin”, to the sites ~xk+1, . . . , ~xN . Figure 1 shows an example
of a reflection.

4. Check if the new state is self-avoiding. Stop and keep the old state if that is not the
case.
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Figure 1: A pivot update of a HP chain (which would be “frozen” if only one-site
moves are allowed).

5. Accept/reject the new state with acceptance probability given by (6). If the new
state is rejected, the old state is kept.

It can be shown that this algorithm satisfies conditions 1 and 2 (stationarity and ergodicity)
for suitable choices of the weights pg. Condition 1 is fulfilled as soon as prot.+90◦ = prot.−90◦

(F is then symmetric). For condition 2 to be fulfilled, it turns out to be sufficient to require,
for example, that pg > 0 for the three rotations.

2.3 Local Optimization without Derivatives.

The Downhill Simplex Method

When searching for the minimum of a function f(x) in D dimensions, it is of help to know
the gradient ∇f(x), because −∇f(x) is the direction in which the decrease of f(x) is fastest
(locally). In what direction should one search if the gradient ∇f(x) is not available?

A simple and general scheme that does not rely on information on the gradient is the
downhill simplex method. A simplex is a geometrical object with one more vertex than
dimension: a line segment for D = 1, a triangle for D = 2, a tetrahedron for D = 3, and
so on. In the downhill simplex method, the simplex is a dynamic object that can grow and
shrink. When it reaches a minimum, it gives up and shrinks down around it.

The method proceeds iteratively, starting from some simplex with vertices x1, . . . ,xD+1
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which we assume ordered so that f(xD+1) ≤ f(xD) ≤ . . . ≤ f(x1). The elementary move
can be seen as an attempt to improve the worst point, x1, and is as follows.

Calculate the center of the face defined by the points x2, . . . ,xD+1,

xmean ≡ 1

D

D+1
∑

i=2

xi

Since all these D points are better than x1, it makes sense to try to move x1 in the direction
of xmean. Therefore, the next step is to reflect x1 across this face to

xa = xmean + (xmean − x1)

Whether this point is accepted or not depends on the value of f(xa):

• If f(xD+1) < f(xa) < f(x2), replace x1 by xa.

• If f(xa) < f(xD+1), try a larger step (the direction seems good) to

xb = xmean + 2(xmean − x1)

x1 is then replaced by the best of xa and xb.

• If f(xa) > f(x2), try instead a smaller step to

xc = xmean + 1
2 (xmean − x1)

If f(xc) < f(x2), replace x1 by xc. Otherwise, try an even smaller step to

xd = xmean − 1
2 (xmean − x1)

If f(xd) < f(x2), replace x1 by xd. If this attempt also fails, the simplex is too large
to give a good idea of what direction to choose. Therefore, we now give up and shrink
all the vertices towards the best one

xi → xi + 1
2(xD+1 − xi) i = 1, . . . ,D
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This update is iterated untill the values are no longer improving, according to some stopping
criterion.

2.4 Local Optimization with Derivatives

2.4.1 Successive Line Minimizations

Many methods for multidimensional minimization are based on successive line minimiza-
tions. Usually, the gradient of the function is used to decide on what lines to be considered.
The actual minimization along each of these lines may or may not use derivatives.

For one-dimensional minimization, there exist methods that are relatively robust and fast.
Assume that we have such a method at our disposal and want to minimize a function f(x),
x ∈ RD. We may then proceed as follows.

1. Pick a starting point x0 and a direction h0.

2. Determine λ0 by minimization of f along the line λ 7→ x0 + λh0.

3. Put x1 = x0 + λ0h0 and select a new direction h1.

4. Determine λ1 by minimization of f along the line λ 7→ x1 + λh1.

5. . . .

But what directions hi should we use?

• The D basis vectors êi?
No, we don’t want to be restricted to these directions (see figure in NR 10.5).
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• hi = −∇f(xi)?
This is called steepest descent and may seem like a natural choice. However, this
method has an unwanted property that tends to make it inefficient (see figure in NR
10.6): consecutive directions hi and hi+1 are, by construction, orthogonal. To see
this, note that xi+1 is obtained by minimizing f along the line λ 7→ xi + λhi, which
implies that

0 =
df(xi + λhi)

dλ

∣

∣

∣

λ=λi

= ∇f(xi+1) ·
d(xi + λhi)

dλ
= (−hi+1) · hi

Conjugate directions

Near minima, quadratic approximations are generally good. Let us therefore consider a
quadratic function

f(x) = 1
2x · Ax− b · x + c







x and b ∈ RD

A symmetric, positive definite D × D matrix
c number

(A is assumed positive definite so that f has a minimum). If we were to minimize this f
by successive line minimizations, how should we then choose the directions hi?

When minimizing f , we are searching for an x at which all the components of the vector
∇f(x) = Ax − b vanish. By construction, one component of ∇f(xi+1) has to be zero,
∇f(xi+1) · hi = 0. Can we by a suitable choice of the hi’s see to that ∇f(xi+1) · hi−1 = 0,
too?

hi−1 · ∇f(xi+1) = hi−1 · [A(xi + λihi) − b] =

= hi−1 · [∇f(xi) + λiAhi]

= λihi−1 · Ahi

So,

hi−1 · ∇f(xi+1) = 0 if hi−1 ·Ahi = 0

hi−1 and hi are called conjugate, or A orthogonal, if this condition is fulfilled.

2.4.2 The Conjugate Gradient Method

This is a method based on successive line minimizations in which the directions hi are
conjugate if the function is quadratic. This makes the method efficient for such functions.
For a general function, the method is expected to work well if we are sufficiently close to
the minimum.
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The algorithm is simple to formulate. For convenience, put gi = −∇f(xi), where f is the
function to be minimized. Let x0 be an arbitrary starting point and take h0 = g0. Pairs
(x1, h1), (x2, h2),. . . are then generated by using the recursion formulas:

{

xi+1 = xi + λihi where λi is determined by line minimization

hi+1 = gi+1 + γihi where γi =
gi+1 · gi+1

gi · gi

(with γi = 0 this would be the steepest descent method).

The choice of the parameter γi is such that if

f(x) = 1
2x · Ax− b · x + c

(as above), then hi ·Ahi+1 = 0 and also hi+1 · Ahi = 0, since A is symmetric.

In fact we will show something more general, namely that for such f , the following orthog-
onality relationships hold

hi · Ahj = 0 (i 6= j)
gi · gj = 0 (i 6= j)
gi · hj = 0 (i > j)

and that we can write

λi =
gi · hi

hi · Ahi
=

gi · gi

hi ·Ahi
(i = 0, 1, . . .)

We will prove this using induction, i.e. assuming it holds for all i, j ≤ n, we will show that
it holds also for i, j ≤ n + 1.

First we look at some general relationships, noting that hi · gi+1 = 0 by construction.

So, we have

0 = hi ·gi+1 = hi ·(b−Axi+1) = hi ·(b−Axi−λiAhi) = hi ·(gi−λiAhi) = hi ·gi−λihi ·Ahi

and

λi =
gi · hi

hi ·Ahi
.

Also,
gi · hi = gi · gi + γi−1gi · hi−1 = gi · gi

so we can write

0 = hi+1 · Ahi = (gi+1 + γihi) ·
gi − gi+1

λi

where we know that gi+1 · gi = 0, hi · gi+1 = 0 and hi · gi = gi · gi, so

0 =
1

λi
(γigi · gi − gi+1 · gi+1) ⇒ γi =

gi+1 · gi+1

gi · gi
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Now, assuming that gi · gj = hi · Ahj = 0 for all i 6= j with i, j ≤ n (this is certainly true
for n = 1) we need to show that it is true for all i 6= j with i, j ≤ n + 1:

gn+1 · gi = gn · gi − λnhn · Agi = −λnhn · Agi.

For i = 0 and i = n this is zero, otherwise we have

= −λnhn · A(hi − γi−1hi−1) = 0.

Similarly we have for hn+1 ·Ahi, which is zero for i = n, otherwise

hn+1 · Ahi = gn+1 ·Ahi + γnhn ·Ahi = gn+1 ·
gi − gi+1

λi
= 0.

We also need to show that everything holds for n = 1:

Clearly g1 · h0 = g1 · g0 = 0. Also

h0 ·Ah1 = h1 ·Ah0 = (g1 + γ0g0) ·
g0 − g1

λ0
=

1

λ0
(γ0g0 · g0 − g1 · g1) = 0 .

In particular, this shows that the vectors gi are pairwise orthogonal. This can hold for at
most D different gi 6= 0 in D dimensions. Hence, gi = 0 for some i ≤ D. But if gi = 0,
then xi is the solution we want. This means that the method needs at most D steps to find
the minimum. This holds when the function is quadratic. For a general f the orthogonality
relations are at best approximate, and there is no guarantee of convergence within a finite
number of steps. In this case, the recursion formulas are iterated untill some stopping
criterion is fulfilled. Note that the algorithm is written in such a way that it can be directly
applied to general functions f .

Solution of linear equations by the conjugate gradient method

Suppose we want to solve a linear equation system

Ax = b

where A is a symmetric, positive definite matrix. One approach to this problem is to make
use of the fact that the solution must be the minimum xmin of the function

f(x) = 1
2x · Ax− b · x ,

because xmin satisfies
∇f(xmin) = Axmin − b = 0

So, in principle, we can solve our linear algebra problem by using a minimization method
such as the conjugate-gradient method. Is this a good approach? It can be computationally
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convenient if the matrix A is large but sparse (that is, A has many elements but relatively
few of them are nonzero). The reason that the conjugate gradient method is interesting in
this case is that the matrix A enters the algorithm only through expressions of the type
A × (vector), which makes it relatively easy to take advantage of the sparseness of the
matrix.

2.4.3 The Quasi-Newton Method

Minimizing f(x) can be viewed as solving ∇f(x) = 0, which is a system of D generally
non-linear equations,











∂1f(x) = 0
...
∂Df(x) = 0

Suppose we are at some point x. A Taylor expansion about this point gives

f(x′) = f(x) + (x′ − x) · ∇f(x) + 1
2 (x′ − x) · A(x)(x′ − x) + . . .

where A(x) is the so-called Hessian matrix with elements Aij(x) = ∂i∂jf(x). By taking
the gradient with respect to the primed variables of both sides of this equation, we obtain

∇f
(

x′
)

= 0 + ∇f(x) + A(x)(x′ − x) + . . .

From this we see that if the omitted higher-order terms can be neglected, and if x′ is given
by

x′ − x = −A−1(x) · ∇f(x) ,

then we have ∇f(x′) = 0. The Newton method would be to iterate this equation till some
stopping criterion is fulfilled.2

This method has, however, two disadvantages: first, the second derivatives ∂i∂jf are needed;
and second, the equation system A(x)y = ∇f(x) must be solved for y = A−1(x) · ∇f(x)
at each step. Usually, this makes the method impractical, but there are exceptions, like the
Levenberg-Marquardt method for χ2 minimization.

The so-called quasi-Newton method circumvents these two problems. This method is based
on successive line minimizations and can be written as

xi+1 = xi − λiHi · ∇f(xi) ,

where the parameter λi is determined by line minimization, and Hi is a D × D matrix
constructed so that Hi → A−1 as i → ∞. For details, see NR 10.7.

2The “standard” Newton method for a one-dimensional problem g(x) = 0 is given by the recur-
sion formula x′ − x = −g(x)/g′(x).
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The quasi-Newton method is often comparable in efficiency to the conjugate-gradient
method, but requires more memory if D is large; the memory requirement scales as D2

for the quasi-Newton method and as D for the conjugate-gradient method.

2.5 Constrained minimization

2.5.1 Linear optimization/linear programming

Constrained minimization with a linear cost function and linear constraints is referred to
as linear optimization or linear programming. For such problems there is a well-established
method called the Simplex method, which is described in NR 10.8.

For a simple example of such a problem, consider the cost function f(x1, x2) = x1 +x2 with
the constraints

2x1 + x2 ≤ 2 x1 + 2x2 ≤ 2 x1, x2 ≥ 0

Since the gradient ∇f = (1, 1) is constant, the desired minimum must be somewhere on
the boundary, and it is easy to see that the solution is (x1, x2) = (0, 0).

2.5.2 Lagrange multiplier

Suppose we want to minimize a function f(x) subject to the constraint u(x) = 0, x ∈ RD.
One possible approach is to look for stationary points of the auxiliary function f̃(x, λ) =
f(x) + λu(x), where λ is called a Lagrange multiplier. A stationary point of this function
is a solution of the D + 1 equations

0 = ∇xf̃(x, λ) = ∇f(x) + λ∇u(x)

0 =
∂f̃

∂λ
= u(x)

The last equation is just the constraint, which says that x must fall onto the hypersurface
defined by u(x) = 0. The gradient ∇u(x) is normal to this surface. The first D equations
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imply that ∇f(x) is parallel (or anti-parallel) to ∇u(x). If t̂ is an arbitrary unit vector in
the tangential plane of the surface u(x) = 0, it follows that

∂f

∂t
= t̂ · ∇f = 0 .

This means that the derivative of f is zero in every “allowed” direction, which is precisely
what we want.

This method is widely used in analytical calculations. As a numerical method, it has the
disadvantage that a system of generally non-linear equations must be solved, which can be
tricky.

2.5.3 Soft constraints

Consider the same task once more; minimize f(x) subject to the constraint u(x) = 0.
A method that often works better numerically than the previous one is to introduce the
constraint in a soft manner, by forming the auxiliary function

f̃(x,Λ) = f(x) + Λu(x)2

This function is to be minimized. Numerically, this is generally more convenient than
solving a system of equations. The desired solution is obtained by extrapolating results for
large Λ, xΛ, to Λ = ∞, x = limΛ→∞ xΛ. Note that the penalty term Λu(x)2 grows large
as Λ → ∞ unless x satisfies u(x) = 0.

2.6 χ2 Minimization

[NR 15.5]

When discussing minimization, we mentioned the Newton method for root finding. This
method can be used to solve the equation system ∇f(x) = 0, and thereby find the minimum
of a given cost function f . Usually, this is an impractical method, but it is useful for function
fitting.
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Suppose we want to fit a set of data points (xi, yi) with errors σi, i = 1, . . . , N , to a
function y(x;a), where a = (a1, . . . , aM ) are parameters (M < N). This is usually done by
minimizing

χ2(a) =
N
∑

i=1

(

yi − y(xi,a)

σi

)2

with respect to a.

If the function y depends linearly on the parameters ai, this amounts to solving a relatively
simple linear algebra problem. To see this, assume that y is a linear combination of some
basis functions ϕk,

y(x;a) =

M
∑

k=1

akϕk(x) .

χ2 can then be expressed as

χ2(a) =
N
∑

i=1

(

yi −
∑M

k=1 akϕk(xi)

σi

)2

=
N
∑

i=1

(

bi −
M
∑

k=1

Aikak

)2

= |b −Aa|2 ,

where A is the matrix with elements Aik = ϕk(xi)/σi and b is the vector with components
bi = yi/σi. Putting ∇χ2(a) = 0, we get a linear equation system for the parameters ai,

ATAa = ATb .

These equations are called the normal equations and can be solved, for example, by singular
value decomposition (SVD; see NR 2.6 and p. 676).

If y is a non-linear function of the parameters ai, it is necessary to take a different approach.
A popular choice is to use the Levenberg-Marquardt method, which can be thought of as
a combination of steepest descent and the Newton method. In the Levenberg-Marquardt
method, we need the gradient of χ2,

∂χ2

∂ak
= −2

N
∑

i=1

yi − y(xi,a)

σ2
i

∂y(xi,a)

∂ak

as well as the Hessian,

∂2χ2

∂ak∂al
= 2

N
∑

i=1

1

σ2
i

[

∂y(xi,a)

∂ak

∂y(xi,a)

∂al
− (yi − y(xi,a))

∂2y(xi,a)

∂ak∂al

]

.

Here the last term should be small if we are near the minimum and the fit is good (it
vanishes if y depends linearly on the parameters). For convenience, this term is neglected,
which does not affect the final ak values and which gives

∂2χ2

∂ak∂al
≈ Akl = 2

N
∑

i=1

1

σ2
i

∂y(xi,a)

∂ak

∂y(xi,a)

∂al
.
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Put

βk = −1

2

∂χ2

∂ak
αkl =

1

2
Akl δak = a′k − ak .

In this notation, a steepest descent step has the form δak = constant · βk. The Levenberg-
Marquardt method does not use a proper steepest descent step but rather

δak =
1

λαkk
βk ,

where λ is a parameter (see below) and αkk is introduced because the different components
ak may behave very differently; dividing by αkk makes sense dimensionally. Note that αkk

is guaranteed to be positive because we are using the simplified version of the Hessian.

A Newton step can be written as

a′ = a − A(a)−1∇χ2(a) ⇒
∑

l

αklδal = βk .

The Levenberg-Marquardt method can be seen as an elegant way to interpolate between
these two types of step, by changing the parameter λ. This is achieved by considering

∑

kl

α̃klδal = βk where α̃kl =

{

αkk(1 + λ) k = l
αkl k 6= l

For λ → 0, this becomes a Newton step, because the matrices αkl and α̃kl are the same in
this limit. For large λ, on the other hand, we get a modified steepest descent step, because
the diagonal elements dominate the matrix α̃kl.

The idea is to start with a large λ which gives a steepest descent-like step, and then
gradually decrease λ as we get closer to the minimum, so that the step becomes more and
more Newton-like.

Schematically, the algorithm can be written as:

1. Pick some initial a and a large λ.

2. Solve the equation system for δa and calculate χ2(a + δa).

3. If χ2(a + δa) < χ2(a), update a to anew = a + δa, decrease λ, and continue at 2.
If χ2(a + δa) ≥ χ2(a), increase λ (decrease the step size) and go back to 2 without
changing a.

Iterate till some stopping criterion is fulfilled.
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