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Lecture 3, FYTN03
Computational Physics

1 Why are physicists so fond of springs?

[G&N: chap. 3, appendix A]

Physical systems tend towards a state where the potential energy Wp(x) is at mini-
mum, i.e. towards the position x0 in the cartoon below.

x

Wp

x0

Since a minimum is characterized by the first derivative of the energy being zero we
can expand Wp(x) around the equilibrium position x0 as:

Wp(x) ≈ Wp(x0) +
1

2
W ′′(x0)(x − x0)

2 (1)

We notice that the expression above is the same as the potential energy for a spring
[recall Hooke’s law: F = −dWp(x)/dx = −κ(x− x0)] where the spring constant here
is κ = W ′′(x0). The argument above can be generalized to problems of more than
one variable. This is the reason why physicists likes springs - most processes close to
equilibrium or potential energy minimum behave like harmonic springs!

Let us now consider dynamics. Newton’s equation of motion (setting x0 = 0) be-
comes:

M
d2x

dt2
= −κx (2)

or equivalently
dy

dt
= f(y)

1



where

y =

(
x
vx

)

and

f(y) =

(
vx

−(κ/M)x

)

This system of equation has the same form as what we considered in the previous
lecture. In fact, these equations are so simple that we can solve them analytically.
For instance, if v0 = 0 then

x(t) = A cos(ω0t) (3)

with a characteristic frequency ω0 = κ/M , and A = x(0). In G& N chap. 3 the
dynamics of a pendulum is considered – for small angles these equation are identical
to the ones above.

Let us now compare the analytic solution with numerics. The Euler algorithm is:
yn+1 = yn + hf(yn), with tn = nh and yn = y(tn), see Lecture 2. Explicitly we thus
have the recurrence relation:

(
vn+1

xn+1

)

=

(
vn

xn

)

+ h

(
−(κ/M)xn

vn

)

(4)

Below a simulation (red circles), using the algorithm above, is shown (x0 = 1, v0 = 0,
κ/M = 1, and h = 0.03). The solid line is the analytic result.

0 5 10 15 20 25 30
−2

−1.5

−1

−0.5

0

0.5

1

1.5

x

time

We notice that the amplitude in the simulations increase with time in contrast to the
analytic result, i.e. the Euler algorithm is unstable for the present problem.

Let us now use the Runge-Kutta method to see if this will resolve the instability seen
above. The second order Runge-Kutta is: yn+1 = yn +ak1 +bk2, where k1 = hf(yn),
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and k2 = hf(yn + mk1). Explicitly we have:

(
xn+1

vn+1

)

=

(
xn

vn

)

+ a

(

x
(1)
temp

v
(1)
temp

)

+ b

(

x
(2)
temp

v
(2)
temp

)

where

k1 =

(

x
(1)
temp

v
(1)
temp

)

= h

(
vn

−(κ/M)xn

)

and

k2 =

(

x
(2)
temp

v
(2)
temp

)

= h

(

vn + mv
(1)
temp

−(κ/M)(xn + mx
(1)
temp)

)

Below are simulations (red marks) using the second order Runge-Kutta method with
a = b = 1/2 and m = 1. The solid blue curve is the analytic result.
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We see that also with this algorithm, solutions are unstable, although we have to wait
much longer for the instability to set in (notice the units on the time-axis). What is
wrong?

2 ODE stability, the Euler-Cromer method

[G&N: chap. 3, appendix A]

Let us now address the stability problem we had in the previous section. The origin
of the found instability is easily understood if one considers the energy difference
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between steps. Let us consider the Euler method for simplicity. The energy at a
given step is

En = Wp + Ekinetic =
κx2

n

2
+

Mv2
n

2

and the energy difference between steps is then [see Eq. (4)] after a little algebra:

∆En = En+1 − En =
κ

2

(

v2
n +

κ

M
x2

n

)

h2 (5)

i.e. the energy increases for each time step!

Cromer suggested a simple solution to the problem above. The idea to use Euler’s
method, but when updating the position at step n + 1 one uses vn+1 instead of vn.
The method thus becomes [compare to Eq. (4)]

vn+1 = vn + fnh (6)

xn+1 = xn + hvn+1 (7)

where fn = −(κ/M)xn. The algorithm above is called the Euler-Cromer algorithm.
As shown in A.Cromer, Am. J. Phys. vol 49, pp. 455 (1981), the change in energy
at step n compared to the initial energy is (for v0 = 0) given by −Mhfnvn/2. Thus
the maximum deviation from the true energy conservation scales as h and the error
is zero whenever the force is zero. Also, it can be shown that the error averaged over
half a period is zero. A simulation using the Euler-Cromer algorithm is shown below.
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We notice that the amplitude does not diverge, as it did for the Euler and Runge-
Kutta methods.

As we saw above the Euler-Cromer algorithm preserves the average energy. For other
types of problems there may be other conservation laws or symmetries which we want
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to be satisfied, for instance: the Verlet algorithm (see G&N chapter 9 and appendix A)
preserves the time-reversal of Newton’s equations, the leap frog method (see Lecture
4) preserves phase-space volume, and the Crank-Nicholson algorithm (see Lectures on
PDEs) preserves normalization of the wavefunction in quantum mechanics problems.

3 Stiff ODEs

[NR: chap. 16 (2nd ed.), chap. 17 (3rd ed.)]

Consider again the initial value problem

dy

dt
= f(t,y) (8)

with y(t = 0) = y0. If the physical system has two (or more) characteristic time-
scales of different order of magnitude, the problem is called stiff. Stiff problems are
typically better solved using other methods than the ones we encounter so far.

As a simple example of a stiff problem, consider using

f = −Ay (9)

where A is a 2 × 2-matrix. Eqs. (8) and(9) can be solved using the eigenvalues λi

(i = 1, 2) and eigenvectors ui of A, which satisfy:

Aui = λiui (i = 1, 2)

We assume λ2 ≫ λ1. The exact solution is given by

y(t) = c1e
−λ1tu1 + c2e

−λ2tu2 (10)

where y0 = c1u1 + c2u2 for some c1, c2, as can be easily verified. Here, the second
term decays much faster than the first one, because λ2 ≫ λ1 (we thus have a stiff
problem). As a result, the second term is not very relevant if we are interested in
“timescales” t & 1/λ1.

Suppose we want to solve the problem above numerically by using the Euler method.
This gives us the recursion formula

yn+1 = yn + h(−Ayn) = (1 − hA)yn

(where 1 denotes the unit matrix) which can be easily solved:

yn = (1 − hA)ny0 =

= c1(1 − hA)nu1 + c2(1 − hA)nu2

= c1(1 − hλ1)
nu1 + c2(1 − hλ2)

nu2
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If we take the limit h → 0 for fixed t = nh, we should recover the exact solution, and
this is indeed the case, because

(1 − hλi)
n = (1 − λit/n)n → e−λit n → ∞ (h → 0) .

Stability requires that |1−hλi| ≤ 1 for i = 1, 2 (otherwise two solutions corresponding
to slightly different initial values will diverge exponentially), and for this to hold it
is necessary to take h very small if λ2 is large,

1 − hλ2 ≥ −1 ⇒ h ≤ 2/λ2 .

Suppose now we want to study the behavior at large timescales, t & 1/λ1. The
number of steps needed will then be very large, t/h & λ2/2λ1. Note that it is the
rapidly decaying, “uninteresting” component that dictates what step size we can use.
How can we overcome this problem? Usually implicit methods are useful. Below two
such methods are described.

3.1 The Implicit Euler Method

If instead of a forward difference we use a backward difference to approximate the
derivative,

dy

dt

∣
∣
∣
t=tn

≈ D−(h) =
yn − yn−1

h
,

we obtain the so-called implicit Euler method. This may look like a minor modifi-
cation, but the stability properties change drastically. The recursion formula for the
implicit Euler method is

yn = yn−1 + h(−Ayn) (11)

This is an implicit method, since the right-hand side contains yn (which is not known
from the previous time-step). The equation above can be rearranged according to

yn = (1 + hA)−1yn−1

which has solution

yn = c1(1 + hλ1)
−nu1 + c2(1 + hλ2)

−nu2 . (12)

Again, it is easy to verify that the exact solution is recovered as h → 0 for fixed
t = nh. The relative error in the second term will be large unless h is very small, but
this time this error is small in absolute numbers — |1/(1 + λih)| ≤ 1 for all h > 0,
so the stability problems have disappeared. This is a major advantage compared to
the previous method. A general disadvantage with implicit methods is that we have
to solve an equation for yn for each n, which can be prohibitively time-consuming.
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3.2 Predictor-Corrector Methods

A simple example of another implicit method, which can be applied to more general
forms of f , is obtained by applying the trapezoidal rule (see Lecture 4) for integration
to the equation dy/dt = f(t,y). This gives

yn+1 − yn =

tn+1∫

tn

f (t,y) dt ≈
h

2
[f(tn,yn) + f(tn+1,yn+1)] (13)

which is an implicit equation because we have the unknown quantity yn+1 on the
right-hand side. The equation above has the form:

yn+1 −
h

2
f(tn+1,yn+1) + A = 0 (14)

where A is known from the previous time-step. The equation can then be solved
using the methods for root finding in G&N appendix F, for instance.

Another possibility to solve Eq. (13) is to use fixed point iteration. The zeroth order
solution is taken as (i.e, use an initial Euler step to get a first guess):

y
(0)
n+1 = yn + hf(tn,yn) (15)

and higher order solutions y
(k+1)
n+1 are obtained by iterating:

y
(k+1)
n+1 = yn +

h

2

[

f(tn,yn) + f(tn+1,y
(k)
n+1)

]

k = 0, 1, 2, ..., kmax (16)

where y
(k)
n+1 will (hopefully) approach the correct solution if kmax is large enough. For a

one-variable problem (N = 1), convergence is guaranteed if |h∂yf(tn+1, yn+1)/2| < 1.

Predictor-corrector methods use some recursion formula (corrector) to improve on an
initial guess (predictor) for yn+1. Note that for kmax = 0 we have

{
y(0) = yn + hf(tn,yn) “predictor” step

yn+1 = y
(1)
n+1 = yn +

h

2
[f(tn,yn) + f(tn+1,y

(0))] “corrector” step

This is equivalent to the second order Runge–Kutta with a = b = 1/2 and m = 1.
Here, the corrector step is applied to a fixed number (= 1 for this case) of times,
and not until some convergence criterion is fulfilled, which makes the Runge-Kutta
method explicit rather than implicit.
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4 Calculating numerical error estimates

Let us now show how to calculate numerical values for errors in simulations – we have
so far spent quite considerable efforts to categorize different algorithms according to
their order, but we have said nothing about actual numerical error estimates. In a
real simulation you will typically have a step parameter which you will change in
order to check that your results are “accurate”: suppose you have made a simulation
with step size 2h, for which your favorite algorithm produced output values y

(2h)
n ,

where n = 0, 1, ...... Let us now give a more precise meaning to the word “accurate”
above, i.e. we give actual numerical values for the errors, E

(2h)
n , to y

(2h)
n . You then

need to run your algorithm with a smaller step size h, which gives values y
(h)
n . It is

now a relatively easy task to estimate the error – for an O(m) algorithm you have
that the exact value can be written

yexact
n = y(2h)

n + C(2h)m + higher order terms, (17)

where C is some unknown constant. We can also write

yexact
n = y(h)

n + C(h)m

︸ ︷︷ ︸

E
(h)
n

+higher order terms. (18)

so that by subtracting the terms above we get an explicit expression for the error for
our simulation results, according to:

E(h)
n =

y
(h)
n − y

(2h)
n

2m − 1
. (19)

Notice that the order m appears in the error estimate.

5 Discrete and Fast Fourier transforms

[G&N: appendix C]

[NR: chap. 12 ]

Consider a function X(t) (for instance the solution of an ordinary differential equa-
tion). Its Fourier-transform is defined:

X̂(f) =

∫
∞

−∞

eiωtX(t)dt. (20)

How do we compute Eq. (20) numerically? We will go through two techniques for
evaluating this sum – the discrete and fast Fourier-transforms. As the name suggests
the latter method is computationally more efficient and therefore preferable.
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5.1 The discrete Fourier transform

Let us assume that we know X(t) in Eq. (20) at N discretely sampled times, according
to:

tm = mh, m = 0, 1, ..., N − 1 (21)

where h is the time-step between sampling times. Throughout the Fourier-transform
sections the integer m will be used as a label for different discrete times. The corre-
sponding N allowed (positive and negative) frequencies are:

fn =
n

Nh
, n = −

N

2
, ..., 0, ...,

N

2
− 1 (22)

where we use the label n through the nextcoming sections to distinguish different
frequencies. The discrete approximation to the Fourier integral in Eq. (20) is then:
X̂(fn) = h

∑N−1
m=0 e2πi[n/(Nh)]mhXm = h

∑N−1
m=0 e2πinm/NXm, where Xm ≡ X(tm). No-

tice that the dependence on the time step h cancel out in the exponents in the sum
above. We write the result above according to:

X̂(fn) = hYn, (23)

where

Yn =
N−1∑

m=0

e2πinm/NXm. (24)

The quantity Yn as defined above is called the discrete Fourier transform (DFT).

Using the mathematical identity
∑N−1

n=0 e2πin(m−m′)/N = Nδm,m′ , where δm,m′ is the
discrete Dirac delta-function, we can recover the time domain result from a knowledge
of Yn through the inverse DFT:

Xm =
1

N

N−1∑

n=0

e−2πinm/NYn. (25)

as one can easily show (do this!). Notice that the inverse DFT has the same form as
the original DFT except for the factor 1/N and the minus sign in the exponent of
the complex exponential functions.

The index describing the different frequencies n runs over both negative and positive
integers, see Eq. (22). It is in general more practical (as most programming lan-
guages, such as C or C++, use such an indexing) to have an index which runs from
0 to N − 1 (as does the time label m). Fortunately, the discrete Fourier transform
has the property:

Yn = YN+n, (26)
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as follows directly from its definition Eq. (24) using the fact that e2πim = 1 when m is
an integer. It is therefore customary to use Eq. (26) to shift the negative frequencies,
i.e. the frequencies corresponding to n ∈ [−N/2,−1], see Eq. (22), are shifted to the
regime n ∈ [N/2, N − 1] (simply add N to the corresponding n). If one wants the
actual frequncies for a given Yn and n ∈ [N/2, N − 1] one uses Eq. (26) in reverse.
The indices n ∈ [0, N/2 − 1] always corresponds to positive frequencies.

NOTE: The frequency fNyquist = 1/(2h) is called the Nyquist frequency and gives
the smallest frequency component which can be resolved through a discrete Fourier
transform.

5.2 The Fast Fourier transform

For each n (n = 0, ..., N − 1 after shifting of the negative frequencies) in the discrete
Fourier transform Eq. (24) we need to evaluate a sum consisting of N terms. The
DFT thus requires ∼ N2 operations and an algorithm with a direct implementation
for its evaluation would be O(N2). There is, however, a clever way of bringing down
the computational cost to O(N log2N) called the Fast Fourier Transform (FFT). We
here describe a formulation due to Cooley and Tukey (see Numerical Recipes).

Consider Eq. (24) which we want to evaluate in some clever way. Following Nu-
merical Recipes and Giordano & Nakanishi appendix C (where the case N = 8 was
considered), we assume that the number of sampling point N is a multiple of 2, i.e.,

N = 2p (27)

for some integer p (we thus only allow N = 2, 4, 8, 16 etc). If N is not of the form
above we simply pad our input vector Xm by zeros at the end. With this assumption
any number n between 0 and N − 1 can be written as:

n = 2p−1bp−1 + 2p−2bp−2 + 2p−3bp−3 + ..... + 2b1 + b0, (28)

where bj [j = 0, ..., p − 1] takes values 0 or 1 (thus representing bits). Since a given
set of {b0, ....., bp−1} is equivalent to a given n we introduce the following notation for
the discrete Fourier transform in Eq. (24):

Yn = Y[b0,b1,...,bp−1]. (29)

Let us now proceed by deriving our clever and fast Fourier transform technique. We
separate the sums in Eq. (24) into odd and even m’s, i.e. we write:

Y[b0,...,bp−1] =

N−1∑

m=0

e2πinm/NXm =

N/2−1
∑

m=0

e2πin(2m)/N X2m +

N/2−1
∑

m=0

e2πin(2m+1)/N X2m+1

10



=

N/2−1
∑

m=0

e2πinm/(N/2)X2m + wn

N/2−1
∑

m=0

e2πinm/(N/2)X2m+1, (30)

where w = e2πi/N . We have thus rewritten the problem in terms of the discrete
Fourier transforms terms of Xm’s with odd and even integer labels. If we now insert
Eq. (28) into the expression above and use the fact that e2πibp−1 = 1 for bp−1 = 0, 1,
and Eq. (27), we get:

Y[b0,...,bp−1] =

N/2−1
∑

m=0

e2πim[2p−2bp−2+...+b0]/(N/2)X2m

+wn

N/2−1
∑

m=0

e2πim[2p−2bp−2+...+b0]/(N/2)X2m+1

Introducing the quantity [B0 = 0 corresponds to sums with even terms, and B0 = 1
gives the sum with odd terms]:

Y
[B0]
[b0,b1,...,bp−2]

=

N/2−1
∑

m=0

e2πim[2p−2bp−2+...+b0]/(N/2)X2m+B0 (31)

we can write:

Y[b0,...,bp−1] = Y
[0]
[b0,b1,...,bp−2]

+ w2p−1bp−1+...+b0Y
[1]
[b0,b1,...,bp−2]

(32)

Looks complicated? Well, all we have done so far is rewrite the expression for Yn in
terms of even and odd m and introduce bj (j = 0, ..., N − 1). We also introduced
some notation above which will be useful for the rest of our derivation. Ok, so let
us continue. We now look at Eq. (31) set B0 = 0 and, again, separate odd and even
terms:

Y
[0]
[b0,b1,...,bp−2]

=

N/4−1
∑

m=0

e2πim[2p−3bp−3+...+b0]/(N/4)X4m

+w2[2p−2bp−2+...+b0]

N/4−1
∑

m=0

e2πim[2p−3bp−3+...+b0]/(N/4)X4m+2

Repeating the analysis (do this!) with B0 = 1 in Eq. (31), and summarizing the
results for B0 = 0, 1 we can write:

Y
[B0]
[b0,b1,...,bp−2]

= Y
[B0,0]
[b0,b1,...,bp−3]

+ w2[2p−2bp−2+...+b0]Y
[B0,1]
[b0,b1,...,bp−3]

(33)
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where we introduced:

Y
[B0,B1]
[b0,b1,...,bp−3]

=

N/4−1
∑

m=0

e2πim[2p−3bp−3+...+b0]/(N/4)X4m+2B1+B0 , (34)

where Bj (j = 1, 2) takes value 0 or 1. If we repeat the process of above [simply
generalize the results in Eqs. (31), (32), (33) and (34)] we get:

Y
[B0,...,Bp−2]

[b0]
= Y [B0,....,Bp−2,0] + w2p−1b0Y [B0,...,Bp−2,1] (35)

where

Y [B0,...,Bp−1] =

N/2p
−1

∑

m=0

X2pm+2p−1Bp−1+2p−2Bp−2+...+B0
= X2p−1Bp−1+2p−2Bp−2+...+B0

(36)

where we used Eq. (27). This brings us to the end of the line because we now
brough the problem down to something we know: the sampled values of X(t) at the
N sampling points, i.e. Xm (m = 0, ..., N − 1). All we need to do now is to reverse
the order of the derivation, i.e. we start by calculating Y [B0,...,Bp−1] from the known

Xm’s, we then use Eq. (35) to get Y
[B0,...,Bp−2]

[b0]
etc until we have the sought for Fourier

transform Yn = Y[b0,....,bp−1].

Let us now summarize the steps in the Fast Fourier Transform technique:

0. Calculate the, so called, one point transforms:

Y [B0,...,Bp−1] = X2p−1Bp−1+2p−2Bp−2+...+B0
(37)

using the input data Xm (m = 0, ..., N − 1). In practical implementation this
step simply involves reshuffling the elements of the Xm’s in a useful way for the
rest of the computations – this is the so called bit reversal part of the Cooley-
Tukey FFT algorithm (see Numerical Recipes for details). Since the Bj :s take
values 0 or 1, step 0 requires 2p = N operations (or, to be more precise, this
step is an O(N) operation).

1. Next we calculate the two point transforms

Y
[B0,...,Bp−2]

[b0]
= Y [B0,....,Bp−2,0] + w2p−1b0Y [B0,...,Bp−2,1] (38)

which again is an O(N) operation because it needs to be done for all values
(=0 or 1) of the set {b0, B0, ..., Bp−2}. Note that, for a practical implementation
of this step, if the one point transforms from step 0 are saved in a vector (of
length N), we can simply replace the elements in this vector by the elements of
the two point transforms (since the one point transforms are not used further).
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...

j. In step j we calculate

Y
[B0,...,Bp−j−1]

[b0,...,bj−1]
= Y

[B0,...,Bp−j−1,0]

[b0,...,bj−2]
+w2p−j [2j−1bj−1+2j−2bj−2...+b0]Y

[B0,...,Bp−j−1,1]

[b0,...,bj−2]
(39)

which needs to be done for all N = 2p possibilities of bj :s and Bj :s. Again, in
implementations, we simply replace the elements from the j point transforms
by the elements of the j + 1 point transforms (as calculated from the equation
above).

...

p. In the final step, step p, we compute the sought for quantity, namely, the Fourier
transform:

Yn = Y[b0,...,bp−1] = Y
[0]
[b0,b1,...,bp−2]

+ w2p−1bp−1+...+b0Y
[1]
[b0,b1,...,bp−2]

(40)

which [together with Eq. (28) which relates the bj ’s to n] gives the Fourier
transform for all frequencies (i.e. all n = 0, ..., N − 1).

That is it!

Since the computational time for each of the steps above scales as ∼ N , the total
computational cost for the Fast Fourier Transform scheme scales as Np = N log2 N .
This is a considerable improvement over a naive direct implementation of the discrete
Fourier transform (FFT), which scales as N2!

Some comments:

• If the length of your input data is not a multiple of 2, pad your input vector with
zeros at the end. However, if you generate the output data yourself (through,
say, as the numerical solution of an ODE) it is generally a good idea to choose
the number of time steps as N = 2p with p an integer.

• There are good implementations of the Cooley-Tukey FFT algorithm, see for
instance Numerical Recipes or Matlab (the corresponding Matlab function is
called fft). There is, therefore, in general no need to implement a FFT algo-
rithm yourself (although it might be instructive to try..!).

• Remember that, for most implementations, the first half of the ouput vector
contain positive frequencies, and the last half has the negative frequencies.
Make sure to read the documentation in order to get this issue correct. In
Matlab there is a function fftshift which rearranges the output such that the
zero frequency is at the center of your vector.
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• The largest frequency component that can be resolved is the Nyquist frequency:
1/(2h). In simulations, your time-step should be sufficiently small so that the
Nyquist frequncy catches the largest characteristic frequency of your problem.

A quantity often used to illustrate the frequency contents of a signal is the power
spectrum:

P (fn) = Pn = |Yn|
2 = [Re(Yn)]2 + [Im(Yn)]

2 (41)

Below we illustrate results using the FFT algorithm with some results for Pn. We
study the same system as on page 4. The result of the ODE solver using the Euler-
Cromer method is reproduced at the top for convenience. The bottom graph shows
the Fourier-transform using the matlab FFT implementation. Notice the two peaks at
frequencies f0 = ±ω0/(2π) where ω0 is the characteristic frequency of the pendulum
(with the parameters here, f0 ≈ 0.16 Hz). The small side peaks close to the main
peaks are due to the fact that the signal in the top graph does not cover a full period.
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See G&N appendix C for further illustrations of results using FFT.
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